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ABSTRACT


The remarkable advances of Machine Learning (ML) have spurred an increasing demand for ML-as-a-Service on public cloud: developers train and publish ML models as online services to provide low-latency inference for dynamic queries. The primary challenge of ML model serving is to meet the response-time Service-Level Objectives (SLOs) of inference workloads while minimizing serving cost. In this paper, we proposes MArk (Model Ark), a general-purpose inference serving system, to tackle the dual challenge of SLO compliance and cost effectiveness. MArk employs three design choices tailored to inference workload. First, MArk dynamically batches requests and opportunistically serves them using expensive hardware accelerators (e.g., GPU) for improved performance cost ratio. Second, instead of relying on feedback control scaling or over-provisioning to serve dynamic workload, which can be too slow or too expensive, MArk employs predictive auto scaling to hide the provisioning latency at low cost. Third, given the stateless nature of inference serving, MArk exploits the flexible, yet costly serverless instances to cover occasional load spikes that are hard to predict. We evaluated the performance of MArk using several state-of-the-art ML models trained in Tensor Flow, MXNet, and Keras. Compared withthe premier industrial ML serving platform SageMaker, MArk reduces the serving cost up to7.8×while achieving even better latency performance.




CHAPTER-1
INTRODUCTION
The breakthrough and success of machine learning (ML)in image classification, natural language processing, and many  other  fields  have  driven  the  recent  fast  growth  of ML inference services deployed in the cloud(AWS, 2020;Google, 2020b), serving a large number of users from dif-ferment  domains.   Service providers (such as mainstream cloud vendors) train ML models offline with large datasets in advance and then deploy them online to serve users in real-time.  Normally, ML inference services are exposed to users as HTTP/RPC APIs.  In such a scenario, latency is the most concerned metric for service providers, who need to bound the service tail latency (for example, the 99percent of request latencies are less than 500ms) to satisfy the response-time Service-Level Objectives (SLOs)(Zhanget al., 2019)
The satisfaction of ML inference SLOs relies on a high-available and scalable underlying serving system, which usually adopts the following distributed architecture. A ser-vice frontend receives requests from concurrent user clients and then distributes received requests to parallel backend model server replicas.  Each replica is an instance of the same stateless server which contains the pre-trained ML model and runs in an isolated resource environment such as a Docker container. The serving system dynamically adjusts the number of model server replicas in real-time according to users’ workload to meet SLO requirements. ML serving system gains increasing concerns from researchers in recentyears(Crankshaw et al., 2017; Kosaian et al., 2019; Zhang et al., 2019).  These works focus on supporting heterogeneous ML frameworks, reducing money costs, mitigating service slowdowns and failures. Unlike these existing works ‘attention, we present S3ML in this paper, a secure serving system that focuses on protecting users’ privacy in using ML inference services.
Security is an important topic in ML inference systems. Most ML inference systems are deployed on the top of public or private cloud infrastructures. Users need to upload input data to the cloud datacenters to obtain inference results from service providers. However, there is no guarantee that users’ data will not be stolen or abused by service providers, infrastructure providers, or unexpected malicious attackers in this process. Thus, there is an emerging need to design an ML serving system that meets the privacy protection requirements and some government regulations, especially for those applications where data privacy is very important(e.g., medical data analysis). Unfortunately, security is rarely covered in the prior work on ML serving systems.

Trusted Execution Environment (TEE) is a popular solution to the trust problem between service users and service providers. Intel Software Guard Extensions (SGX)(Costan& Devadas, 2016) is a mainstream and widely-used TEE implementation to protect the confidentiality and integrity of programs running on un trusted server platforms,  first brought to the market by Intel in 2015 with the Sky lake family CPUs. Intel SGX provides a special area in memory called enclaves to host user code and data from being stole nor tampered by entrusted processes outside enclaves. S3MLleverages Intel SGX to provide a security guarantee for ML inference service users.

Running ML inference services in Intel SGX enclaves introduces new challenges. To achieve security, S3ML en-crypts data by establishing a TLS channel between the model server and the client.   The establishment of TLSrelies on public key infrastructure (PKI), i.e., a certificate and a private key. The PKI is generated in the enclave, andthe private key is only visible inside the enclave during theentire process to ensure confidentiality.  However, in ML serving systems, if each backend model server replica en-crypts/decrypts data with independently generated PKI, it is impossible to do load balancing and failover to ensure service high-availability and scalability. Therefore, the first challenge is how to synchronize PKI among different back-end model server enclaves and ensure this process itself is also secure and high-available. S3ML addresses this challenge by introducing a new module called Attestation based Enclave Configuration Service (AECS). AECS is a dedicated service that also runs inside enclaves, responsible for generating, managing, saving, and distributing PKI. On the basis of AECS, the management of ML inference services can be significantly simplified.

The second challenge lies in that applications running indifferent enclaves on a host contend for a dedicated memory region called the Enclave Page Cache (EPC). EPC has a limited size but can be over committed with page swapping mechanism on Linux systems. Previous work reveals that EPC over-commitment would cause significant performance degradation (Taassori et al., 2018).  For ML inference services, this means a higher possibility of SLO violations. To overcome this challenge, S3ML uses lightweight ML framework/models to reduce EPC consumption.  Further-more, S3ML proposes a novel strategy that considers EPC paging activities for service load balancing and scaling to meet SLO requirements.

As stated in Our Common Ground, “The University of Vermont is an educationally purposeful community  seeking  to prepare  students  to live  in a diverse  and changing world.” In the context of the emerging challenges of the 21st Century, this preparation includes envisioning and planning for a sustainable society.  In addition, Our Common Ground speaks to "the transforming power  of education."  Thus UVM's  vision for sustainability  embraces  the goal of educating  all of its students  to  understand and contribute  to the  sustainability  of human society.  That is,  we  recognize that the  pursuit  of ecological,  social,  and economic  vitality must  come  with  the  understanding  that the  needs  of the present  be met  without  compromising  the ability  of future  generations to meet  their  own  needs. Through its  General  Education  Initiative,  The  University  of Vermont  will  integrate  its  sustainability  vision across  curricular  and co-curricular  activities.  Whatever their  chosen  discipline,  each  student  will  demonstrate  their understanding of the  defined learning  outcomes  in the  knowledge,  skills  and values  categories,  as well  as the  personal domain. Students  who are  prepared  to address  the challenges  of creating  a sustainable  world  have knowledge of current  issues  in sustainability  and the social, ecological,  and economic  dimensions  of these  complex  problems.  With  the knowledge  gained through  coursework  from  varied  disciplines,  students  develop the skills  to engage in rigorous  and complex  discussions around creating  sustainable  solutions. Coursework  and experiences  in sustainability  are meant  to  widen social,  historical,  and cultural  perspectives  and strengthen  students'  ability  to negotiate  multiple  values  that routinely  come  into play when planning for sustainability  at the  local,  regional or  global scales.  Students  connect  conceptual  learning to challenges  and opportunities  in the  world  outside of the  university classroom  by critically  analyzing their  own experiences  in order  to make  sustainability  meaningful and guide their  personal  actions.









ESSENTIAL CHARACTERISTICS OF CLOUD COMPUTING
 On-demand service: 
A consumer can unilaterally provide computing capabilities, such as server time and network storage, as needed automatically without requiring human interaction with each service provider. Broad network access: Capabilities are available over the network and accessed through standard mechanisms that promote use by heterogeneous client platforms (e.g., mobile phones, laptops, and PDAs). 
Resource pooling: 
The provider’s computing resources are pooled to serve multiple consumers using a multi-tenant model, with different physical and virtual resources dynamically assigned and reassigned according to consumer demand. 
Rapid elasticity: 
Capabilities can be rapidly and elastically provisioned, in some cases automatically, to quickly scale out and rapidly released to quickly scale in. Measured Service: 
Cloud systems automatically control and optimize resource use by leveraging a metering capability at some level of abstraction appropriate to the type of service (e.g., storage, processing, bandwidth, and active user accounts). Resource usage can be monitored, controlled, and reported providing transparency for both the provider and consumer of the utilized service. 
Virtualization: 
Virtualization is a technique of resource sharing that is based on the principle of dividing physical resources(HW) or operating systems(SW)for cost control measures and more efficient utilization of resources.




 Types of virtualization
 Full virtualization:
A technique used to provide a certain kind of virtual machine environment, namely, one that is complete simulation of the underlying hardware. Para-virtualization: A technique that presents software to the virtual machines that is similar but not identical to that of the underlying hardware. 
Emulation:
Hardware emulation is all about using standard virtualization software (also called a Hyper Visor) to form a emulated hardware environment (Called VMM -- Virtual Machine Monitor), for guest operating systems to function on.
OS virtualization:
OS allows multiple secure virtual servers to be run. Guest OS is the same as the host OS, but appears isolated. Application virtualization: Application is gives its own copy of components that are not shared.













BASIC CHALLENGES IN CLOUD COMPUTING
Four issues stand out with cloud computing: threshold policy, interoperability issues, hidden costs, and unexpected behavior.

Threshold policy: 
To test if the program works, develop, or improve and implement, a threshold policy in a pilot study before moving the program to the production environment. Check how the policy detects sudden increases in the demand and results in the creation of additional instances to fill in the demand. Also check to determine how unused resources are to be de-allocated and turned over to other work.



Interoperability issues: 
 The problems of achieving interoperability of applications between two cloud
Computing vendors. Need to reformat data or change the logic in applications.

Hidden costs : 
Cloud computing does not tell what hidden costs are. In an instance of incurring network costs, companies who are far from the location of cloud providers could experience latency, particularly when there is heavy traffic.

Unexpected behavior:
 The tests to be made to show unexpected results of validation or releasing unused
Resources. Need to fix the problem before running the application in the cloud.
Also other issues are:
Cloud providers must work together to ensure that the challenges to cloud adoption are addressed through open collaboration and the appropriate use of Standards.
Cloud providers must not use their market position to lock customers into their particular platforms and limiting their choice of providers.
	Cloud providers must use and adopt existing standards wherever appropriate. The IT industry has invested heavily in existing standards and standards organizations; there is no need to duplicate or reinvent them.
When new standards (or adjustments to existing standards) are needed, we must be judicious and pragmatic to avoid creating too many standards. We must ensure that
Standards promote innovation and do not inhibit it. Any community effort around the open cloud should be driven by customer needs, not merely the technical needs of cloud providers, and should be tested or verified against real customer requirements.














CHAPTER 2
2. SYSTEM ANALYSIS
2.1 EXISTING SYSTEM

The advances of Machine Learning (ML) have sparked growing demand of ML-as-a-Service: developers train ML models and publish them in the cloud as online services to provide low-latency inference at scale. The key challenge of ML model serving is to meet the response-time Service Level Objectives (SLOs) of inference workloads while minimizing the serving cost.


2.1.1 DRAWBACKS OF EXISTING SYSTEM 
· The accuracy of prediction depends on the underlying workload, there is no such a universal method that works perfectly in all cases.

· The challenge is how to gracefully handle unavoidable prediction errors and unexpected load surges.









2.2. PROPOSED SYSTEM

In this paper, we tackle the dual challenge ofSLO compliance and cost effectiveness with MArk (ModelArk), a general-purpose inference serving system built in Amazon Web Services (AWS). MArk employs three design choices tailor-made for inference workload. First, MArk dynamically batches requests and opportunistically serves them using expensive hardware accelerators (e.g., GPU) for im-proved performance-cost ratio. Second, instead of relying on feedback control scaling or over-provisioning to serve dynamic workload, which can be too slow or too expensive for inference serving, MArk employs predictive auto scaling to hide the provisioning latency at low cost. Third, given the stateless nature of inference serving, MArk exploits the flexible, yet costly server less instances to cover the occasional load spikes that are hard to predict. We evaluated the per-for mance of MArk using several state-of-the-art ML models trained in popular frameworks including Tens or Flow, MXNet,and Keras. Compared with the premier industrial ML serving platform Sage Maker, MArk reduces the serving cost up to7.8×while achieving even better latency performance.

2.2.1. ADVANTAGES OF PROPOSED SYSTEM

· Therefore, an ML model serving system should strive to meet the target SLOs while minimizing the cost of provisioning the serving instances in the cloud.

· Our measurements suggest that among the three options, IaaS offers the best performance-cost ratio for inference serving, but it incurs long instance provisioning latency and is hence unable to quickly adapt to the changing workload.

CONCLUSION 
CONCLUSION


In this paper, we conducted a systematic study of serving ML models on cloud and concluded that combining FaaS and IaaS can achieve scalable ML serving with low over provisioning cost. Driven by the unique characteristics of ML model serving, we proposed MArk, a cost-effective and SLO-aware ML serving system. We prototyped MArk on AWS and showed that compared with the premier auto scaling ML platform Sage Maker, MArk yields significant cost reduction(up to7.8×) while complying with the SLO requirements with even better latency performance.















CHAPTER-6
REFERENCE
1. HAN,  R.,  GHANEM,  M.  M.,  GUO,  L.,  GUO,  Y.,ANDOSMOND,M. Enabling cost-aware and adaptive elasticity of multitier cloud applications.Future Generation Computer Systems 32(2014), 82–98.

2. HE,  X.,  SHENOY,  P.,  SITARAMAN,  R.,ANDIRWIN,  D.    Cutting the  cost  of  hosting  online  services  using  cloud  spot  markets.   In Proceedings of the 24th International Symposium on High-Performance Parallel and Distributed Computing (2015), ACM, pp. 207–218.

3. QU, C., CALHEIROS, R. N.,ANDBUYYA, R.  A reliable and cost-efficient auto-scaling system for web applications using heterogeneous spot instances. Journal of Network and Computer Applications65(2016), 167–180.

4. WANG,   C.,   URGAONKAR,   B.,   GUPTA,   A.,   KESIDIS,   G.,ANDLIANG, Q.  Exploiting spot and burs table instances for improving the  cost efficacy  of  in memory  caches  on  the  public  cloud.    In Proceedings of ACM EuroSys(2017).

5. YI,  J.,  ZHANG,  C.,  WANG,  W.,  LI,  C.,ANDYAN,  F.Not  all explorations  are  equal:  Harnessing  heterogeneous  profiling  cost for  efficient  mlaas  training.   In the 34th IEEE  IEEE  International Parallel & Distributed Processing Symposium (IPDPS)(2020), IEEE.

6.   ZHANG, C., YU, M., WANG, W.,ANDYAN, F.   Mark: Exploitingcloud services for cost-effective, slo-aware machine learning inference serving.  In USENIX ATC(2019).

7. QU,  C.,  CALHEIROS,  R.  N.,ANDBUYYA,  R.    Autoscaling web applications in clouds: A taxonomy and survey.ACM Computing Surveys (CSUR) 51, 4 (2018), 73.

8. LEE,  H.,  SATYAM,  K.,ANDFOX,  G.Evaluation   of   production  server less  computing  environments.   In Proceedings of IEEECLOUD (2018).

9. ALI-ELDIN, A., KIHL, M., TORDSSON, J.,ANDELMROTH, E.  Ef-ficient  provisioning  of  bursty  scientific  workloads  on  the  cloudusing  adaptive  elasticity  control.   In Proceedings of the 3rd  ACMWorkshop on Scientific Cloud Computing(2012).

10. ALI-ELDIN, A., TORDSSON, J., ANDELMROTH, E.   An adaptive hybrid elasticity controller for cloud  infrastructures. In IEEENetwork Operations and Management Symposium(2012).
