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Cloud versus Edge Deployment Strategies of Real-Time Face Recognition Inference







ABSTRACT
In this paper, we present a real-world case study on deploying a face recognition application, using MTCNN detector and FaceNet recognizer. We report the challenges faced to decide on the best deployment strategy. We propose three inference architectures for the deployment, including cloud-based, edge-based, and hybrid. Furthermore, we evaluate the performance of face recognition inference on different cloud-based and edge-based GPU platforms. We consider different types of Jetson boards for the edge, and various GPUs for the cloud. We also investigate the effect of deep learning model optimization using TensorRT and TFLite compared to a standard Tensorflow GPU model, and the effect of input resolution. We provide a benchmarking study for all these devices in terms of frame per second, execution times, energy and memory usages. After conducting a total of 294 experiments, the results demonstrate that the TensorRT optimization provides the fastest execution on all cloud and edge devices, at the expense of a significantly larger energy consumption (up to +40% and +35% for edge and cloud devices respectively, compared to Tensorflow). Whereas TFLite is the most efficient framework in terms of memory and power consumption, while providing significantly less (-4% to -62%) processing acceleration than TensorRT.


                          CHAPTER 2
2. SYSTEM ANALYSIS
2.1 EXISTING SYSTEM

· In order to do face recognition with the pre-existing AWS services, you must make a request from the edge device to the AWS cloud to use their Rekognition face recognition service, which involves sending the image frame containing a face to the cloud.
· We explore two simple types of potential existing camera topology and provide our recommended architecture for optimal performance. 
· The need that exists in current state-of-the-art systems, which is to offload both requests and image data to a local cloudlet or the cloud itself, adds extra latency on top of the time it takes to perform inference on an image. 
· Face recognition is a significantly different task, as it involves identifying whether two faces belong to the same person, not just whether or not a face exists in the frame. 
2.1.1 DRAWBACKS OF EXISTING SYSTEM  : 
· The proposed approach investigates the problem of video stream analytics by proposing (i) filtration and (ii) identification phases.
· The video analytics problem is decomposed into stages which must be completed in a serial order to maintain their conceptual integrity and completeness. 
· These components may reside on one or more resource depending on the specific analytics problem.
· However, cloud-based stream processing suffers from latency issues as it takes time to transport the data to the cloud.
· To mitigate this issue, edge computing has been proposed to provide compute and storage resources near to the source of the data. 
2.2. PROPOSED SYSTEM 
· Many academic research projects, startups, and companies have proposed solutions in this space .
· Furthermore, this view of the world poses a new, real challenge for systems and computer architecture researchers – proposed mobile hardware optimizations and accelerators need to consider the long IP lifetime. 
· In this paper, we propose to break the to-date binary design space of AI inference on the edge, particularly through a best-of-both-worlds system and approach termed Semantic Cache. 
· With the pipeline of processing tasks proposed by MIF, each task fuses the low-abstraction input data to extract as output some information at a higher level of abstraction.
2.2.1. ADVANTAGES OF PROPOSED SYSTEM
· This scalability is achieved by utilizing hardware resources, including multiple edge, in-transit and cloud nodes, to continuously provide high-performance stream analytics.
· However, performance is a major concern for cloud-based stream analytics systems due to network latency and limited bandwidth.
· The filtration phase allows the early discarding of low-value data to improve performance. 
· A placement algorithm is proposed and implemented to optimally map the pipeline stages onto computational resources that are part of the HV architecture, to achieve real-time Quality of Service (QoS) performance requirements. 
· The priority of Vigil and Gigasight is to conserve bandwidth while our priority is to optimize performance while saving as much bandwidth as possible. 
Literature Survey:
	             TITLE
	            AUTHORS
	     DESCRIPTION

	Video Analytics for Business Intelligence
	C. Shan, F. Porikli, T. Xiang, and S. Gong, 
	 We have also presented the evaluation results of each of these technology components using in-house and other publicly available datasets.

	Cloud-based scalable object detection and classification in video streams
	M. U. Yaseen, A. Anjum, O. Rana, and R. Hill, 
	Video streams are then automatically fetched from the cloud storage and analyzed in an unsupervised way.

	Traffic monitoring using video analytics in clouds
	T. Abdullah, A. Anjum, M. F. Tariq, Y. Baltaci, and N. Antonopoulos, 
	Traditional traffic monitoring procedures are manual, expensive, time consuming and involve human operators. 

	Intelligent urban video surveillance system for automatic vehicle detection and tracking in clouds
	Y.-L. Chen, T.-S. Chen, T.-W. Huang, L.-C. Yin, S.-Y. Wang, and T.-c. Chiueh, 
	The emergence of cloud environments has made feasible to deploy intelligent video surveillance technologies as services through Internet to enhance public security. 



2.3 FEASIBILITY STUDY
The feasibility Analysis is an analytical program through project manager determines the project success ratio and through feasibility study project manager able to see either project. The key considerations involved in the feasibility analysis are:
· Economic Feasibility
· Technical Feasibility
· Operational Feasibility
· Environmental Feasibility
2.3.1 ECONOMICAL FEASIBILITY
Hence this project is economically feasible there is no need to involve any cost for this project. 
2.3.2 TECHNICAL FEASIBILITY
Software Technologies used are PHP and MySql. In the educational institutions, it is possible to update the system in future. No special hardware is required for the purpose of using this system. Hence it is declared that this project is technically feasible.
2.3.3 OPERATIONAL FEASIBILITY
As the admin work mainly to maintain the Patient and Doctor .Doctor will predict patient cancer disease. Hence it is easy to operate with training. Therefore it is operationally feasible for implementation.
2.3.4 ENVIRONMENTAL FEASIBILITY
This project environment is correct as a admin has developed this system and no expenditure is involved under any head and this process is part of admin document management, this project environment is accessible.   
2.4 SYSTEM REQUIREMENTS
· System	:  Pentium IV 2.4 GHz.
· Hard Disk	: 40 GB.
· Monitor	: 15 inch VGA Color.
· Mouse	: Logitech Mouse.
· Ram		: 512 MB
· Keyboard	: Standard Keyboard



2.4.1 HARDWARE REQUIREMENTS
             The Hardware of the computer consists of physical component such as Input Devices, Storage Devices, Processing & Control units and Output Devices.  Computer includes external storage unit to store data in programs.
           The Hardware Configuration involved in this project
· System	:  Pentium IV 2.4 GHz.
· Hard Disk	: 40 GB.
· Monitor	: 15 inch VGA Color.
· Mouse 		: Logitech Mouse.
· Ram		: 512 MB
· Keyboard	: Standard Keyboard
2.4.2 SOFTWARE REQUIREMENTS 
 	Software is a group of programs that computers need to do a particular task.  It is an essential requirement of Computer System. The Software used to develop the project is
· Operating System	: Windows XP.
· Platform		: DOT NET TECHNOLOGY
· Front End		: ASP.Net 3.5
· Back End		: SQL SERVER 2005

CHAPTER 3
  SYSTEM DESIGN AND DEVELOPEMENT
SYSTEM ARCHICTURE
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                                                      CHAPTER 4
TESTING AND IMPLEMENTATION

0. TESTING
 Implementation is the stage of the project when the theoretical design is turned into a working system. This is the final and important phase in the system life cycle It is actually the process of converting the new system into a operational one.

 4.1.1Unit Testing
	Unit testing comprises the set of tests performed by an individual programmer prior to integration of the unit into a larger system. The module interface is tested to ensure that information properly flows into and out of the program unit. The local data structure is examined to ensure that data stored temporarily maintains its integrity during all steps in an algorithm’s execution. Boundary conditions are tested to ensure that the module operates properly at boundaries established to limit or restrict processing. All independent paths through the control structure are tested. All error-handling paths are tested.

4.1.2 Block Box Testing
Black-box testing is a method of software testing that examines the functionality of an application without peering into its internal structures or workings. This method of test can be applied virtually to every level of software testing: unit, integration, system and acceptance. It is sometimes referred to as specification-based testing.




4.2 SYSTEM IMPLEMENTATION
Implementation is the stage of the project when the theoretical design is turned into a working system. This is the final and important phase in the system life cycle It is actually the process of converting the new system into a operational one. 














                               CHAPTER 5
CONCLUSION:
     We investigate an architectural approach for supporting scalable real-time video stream processing using edge and in-transit computing. Current approaches to stream analytics are based on the use of centralized cloud platforms. With the increase in data volumes and velocity, a centralised analysis approach of this kind becomes infeasible for highperformance applications due to limited uplink bandwidth, variable latency and congestion between the data sources and the cloud platform. We propose RealEdgeStream (RES), an edge enhanced stream analysis system which complements a cloud-based platform to enable real-time processing of video streams. Our approach to video analysis consists of a filtration phase followed by an identification phase. The filtration phase allows objects of low-value to be filtered (discarded) by the edge and in-transit nodes using configurable rules from a user. The identification phase performs deep learning inference on the objects of interest. It can be used to perform further complex analytics such as pattern, object and activity recognition. The phases consist of three types of stages namely basic, filter and machine learning to logically analyze and partition the video analysis pipeline. The system intelligently distributes processing stages on the available resources using an algorithm to satisfy user Quality of Service requirements. 
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